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Abstract

Existing computer-use benchmarks fail to capture the realism, complexity, and long-
horizon demands of real-world computer use, limiting their ability to reveal the limita-
tions of frontier agents. We introduce OSWORLD 2.0, a benchmark of 108 long-horizon
computer-use workflows across everyday and professional tasks, designed to capture
complex and challenging real-world phenomena. Each task represents a realistic end-
to-end workflow that takes human users a median of about 1.6 hours to complete and
requires an average of 318 tool calls with Claude Opus 4.7 using maximum thinking,
compared with about 30 in OSWORLD 1.0. OSWORLD 2.0 targets challenge phenomena
that are common in real workflows yet underrepresented in prior benchmarks, spanning
interaction-design challenges such as streaming interaction and dynamic environments,
as well as agent-pattern challenges such as cross-source reasoning, implicit-state infer-
ence, and visual-spatial precision. Tasks are grounded in authentic input artifacts and
cross-referenced against realistic stateful user profile data, and include separate safety
reports auditing safety-sensitive execution. Under our primary binary-completion metric
at 500 steps, Claude Opus 4.8 with maximum thinking and batched tool calls scores
best but still completes only 20.6% of tasks at a 54.8% partial score; GPT-5.5 is far more
token-efficient yet plateaus near 13%. These results show that current agents are still
far from professional-level computer use: rather than stumbling on basic GUI control
or coding, they lose track of constraints, miss information that arrives mid-task, guess
rather than ask the user, and skip verification, struggling most when a task hinges on
hidden state they must recover.

Submit an Expense reimbursement claim by following the tutorial, collecting evidence from
£ GMailand local files, verifying charges in Bank, and preparing valid supporting documents.
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Figure 1: Left: A representative OSWORLD 2.0 workflow: submitting an ExpenseFlow reimbursement
claim. The agent must follow a tutorial PDF, operate a legacy reimbursement portal, extract the correct
amount from noisy receipt artifacts, trace order evidence across GMail and ChaseBank, react to a new
email that changes the task state, recover hidden employee information from a prior report, gather
supporting documents across applications, identify an inconsistency that requires user clarification,
and complete final review and submission. Right: A sweep of model performance under different
reasoning-effort levels, plotted against output tokens per task. Even with more reasoning effort, model
scores on OSWORLD 2.0 remain far below their OSWORLD 1.0 performance.

*Full contributor list and acknowledgments are provided in Appendix A.
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1 Introduction

People use computers for a wide range of everyday and professional work, from web browsing and
document editing to data analysis and software development. Powered by recent vision-language models,
computer-use agents can now attempt such work directly from natural-language instructions: commercial
systems such as Claude Cowork [2] and OpenAl Codex [54], together with open-source agents such as
OpenClaw [55], browse the web, manage files, write and run code, and operate desktop applications on
a user’s behalf. They promise to make computers more accessible and productive, yet evaluation has
not kept pace with their deployment, and it remains unclear how much of this real-world work they can
actually complete.

Existing benchmarks fall short of capturing real-world computer-use performance. While Claude Opus
4.8 [3] reaches 83.5% on OSWorld-Verified [79, 80], suggesting desktop computer use is largely solved,
the tasks behind this number are short and narrow, rarely spanning more than one or two applications,
and reward completing self-contained actions rather than sustaining long, connected workflows. High
accuracy on such benchmarks therefore overstates real progress and obscures how rarely agents complete
the end-to-end work that real deployment demands. Yet no existing benchmark is simultaneously long-
horizon, grounded in a realistic operating environment, and rich in the complex phenomena that real
workflows entail.

To bridge this gap, we introduce OSWORLD 2.0, a benchmark of 108 long-horizon, real-world computer-
use tasks. The median task takes a skilled human about 1.6 hours of active operation, roughly 48 x
longer than OSWorld 1.0, and leading agents average more than 300 steps per task, against about 30
in OSWorld 1.0. Three principles shape the benchmark. First, authentic workflows: tasks come from real
professional scenarios surfaced through expert interviews and trained-annotator research, with input
artifacts collected or adapted from real materials rather than synthesized. Second, long-horizon structure:
each task’s difficulty comes from a workflow that decomposes into interdependent steps across multiple
applications, not from repetition or the concatenation of unrelated subtasks. Third, diverse challenge
phenomena: every task is annotated with ten phenomena, such as cross-source reasoning, implicit-state
inference, conflict disambiguation, and dynamic environments, that each probe a distinct capability and
jointly stress the structural demands of real work. To realize them, OSWORLD 2.0 self-hosts 31 task-facing
web services such as email, banking, and team chat with controlled, scoreable states, seeds each task from
a coherent stateful user profile, injects mid-task messages so the environment changes under the agent,
and exposes a simulated user with bounded knowledge. We score the final state against fine-grained
checkpoints (averaging 27.25 per task), favoring functional checks over bounded model-based judgment,
and audit every task through generated unit tests, human re-solving, and frontier-agent rollouts against
both reward hacking and false negatives.

We run cost-aware evaluations of current agents, including Claude Opus 4.8 and 4.7, GPT-5.5, and leading
open-source models, under 150-, 300-, and 500-step budgets. Even the strongest configuration, Claude
Opus 4.8 with maximum thinking and batched tool calls, completes only 20.6% of tasks under strict binary
completion while reaching 54.8% partial score, and GPT-5.5, the most token-efficient agent, plateaus near
13% at under a fifth of Opus’s token budget, so higher completion comes only at a steeply rising token
cost. Completion is also fragile to horizon: it collapses toward zero on the longest workflows even as
partial scores stay high, and tasks humans find easy often remain hard for agents, so progress transfers
only partially from horizon-based scaling laws. These failures are not about basic GUI control or coding.
Across our analysis, agents execute local actions well but cannot hold a task-level model together over
a long horizon: they drop stated constraints, miss information that arrives mid-task, guess instead of
asking the user, and skip the verification that completion depends on, and they spend almost none of
their budget (under 7%) on detecting and repairing their own errors. These weaknesses concentrate
on phenomena that demand recovering and maintaining hidden state, namely implicit-state inference,
multi-item state tracking, conflict disambiguation, and dynamic environments. Progress here therefore
depends less on longer budgets or larger models than on agents that can act on streaming, continuously
changing interfaces, keep a task-level model in memory across long horizons, and catch and repair their
own mistakes before they propagate. We release the environment, the 108 tasks, the self-hosted websites,
and agent rollout trajectories to support future research in this direction.

2 OSWORLD 2.0 Benchmark

OSWORLD 2.0 builds on the OSWorld [79] evaluation platform and extends it with improvements in task
scope, environment design, task complexity, and evaluation methodology. Table 5 (Appendix) summa-
rizes the key advances. The following subsections describe how tasks are designed and constructed (§2.1)
and then summarize the resulting task set (§2.2).



2.1 Task Design and Construction

Each task in OSWORLD 2.0 is defined as a self-contained end-to-end workflow that an agent must
complete given a high-level user goal, realistic artifacts, a stateful computer environment, and a scoreable
final state. A retained task must satisfy two design criteria. First, it must be long-horizon: its difficulty
should come from interdependent workflow structure rather than repetition or concatenated subtasks.
This structure may span several applications through real information dependencies, or stay within one
application while requiring the agent to plan, execute, and verify a complete result. Second, it must be
realistic: task-relevant information is grounded in authentic artifacts and workspace state, and is often
distributed across files, applications, web services, and prior records rather than written entirely into the
prompt.

Constructing these tasks raised two linked challenges. First, we needed to find workflows with enough
real-world complexity. Second, we needed to turn those workflows into clear benchmark tasks with
reproducible environments and reliable evaluation. Long workflows are hard to audit: small errors can
accumulate over many steps, and strong agents can sometimes exploit vague scoring criteria, earning
credit without completing the intended workflow. We therefore organize construction as a pipeline:
collect candidate workflows (§2.1.1), instantiate them as reproducible computer environments (§2.1.2),
define final-state evaluation (§2.1.3), and audit the resulting tasks through multi-layer quality assurance
(§2.1.4).

2.1.1 Task Collection

Production-grade workflows are rarely shared publicly because they often involve sensitive data, propri-
etary toolchains, or domain-specific conventions. Public materials therefore skew toward introductory
tutorials or isolated pain points rather than complete cross-tool pipelines. As shown in Figure 2, we
combine four collection strategies in this proposal stage, with team brainstorming and expert-style
annotation as the primary source and the other channels as supporting sources.

Team brainstorming and expert-style annotation. The bulk of OSWORLD 2.0 tasks were produced
by a small group of internally trained annotators who worked end-to-end on the tasks they proposed,
covering task design, input artifact construction, environment setup, and evaluation function implemen-
tation. Annotators first learned the target domain by watching tutorials on YouTube, reading official
documentation, and directly experimenting with the software, which equipped them to reason about
professional tools and workflows, or enterprise systems in sufficient depth. They then drafted candi-
date tasks grounded in workflows surfaced from Reddit discussions, online tutorials, and their own
day-to-day work experience, with each draft specifying the instructions, required input artifacts, and
expected final state. Every candidate was finally peer cross-checked by a second annotator, who reviewed
it for feasibility, redundancy with existing tasks, and ambiguity in the evaluation criteria; rejected drafts
were either revised or discarded, and surviving candidates entered the implementation and audit stages
described later. This channel ultimately produced approximately 90% of the final tasks.

Other strategies. We supplemented the brainstorming pipeline with three additional channels, each
contributing only a small fraction of the final benchmark. Semi-structured interviews with practitioners,
anchored on public job descriptions and LLM-generated seed operations, produced high-quality candi-
dates but were expensive to scale. Questionnaires asking respondents to describe a task, provide input
files, and specify the expected deliverable were fast to distribute but yielded few retained tasks, since
respondents struggled to calibrate complexity and rarely engaged in the follow-up needed to recover
missing context. Synthetic task proposals generated by an LLM expanded the candidate pool rapidly but
showed three recurring problems: unrealistic input artifacts, shallow workflows that compose unrelated
operations, and reward-hacking risks arising from designs that fail to anticipate alternative valid solu-
tions. We therefore treat synthetic generation as an idea-generation aid rather than a replacement for
human task design.

2.1.2 Environment Setup

After a candidate workflow passes the proposal filter, annotators convert it into a reproducible computer
environment. As in OSWORLD 1.0, agents operate in a real desktop environment, but OSWORLD 2.0
adds task-facing services, richer workspace state, simulated user interaction, and dynamic updates so
that the environment itself carries task-relevant information.

Web services and applications. Realistic computer-use work passes through both local applications
and stateful web services. OSWORLD 2.0 therefore recreates task-facing web services such as email
inboxes, banking portals, team chat, and business portals in self-hosted form with controlled initial and
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Figure 2: Task construction pipeline for OSWORLD 2.0. Task ideas are collected from team brainstorming,
interviews, questionnaires, and synthetic proposals, then filtered by complexity, diversity, and feasibility
before being converted into executable task specifications. Construction configures self-hosted web
services, applications, initial and final workspace states, simulated user channels, and dynamic-update
hooks before the resulting tasks undergo iterative quality assurance, including unit-test generation,
human cross-checking, trajectory rollouts, and targeted reviews for feasibility, partial rewards, and
reward-hacking risks.

scoreable final states, preserving the realism of web-based work while avoiding the layout drift, anti-bot
blocks, and unreproducible histories of live third-party sites. Beyond the common desktop applications of
OSWORLD 1.0 (LibreOffice, GIMP, VLC, Thunderbird, VS Code, Chrome), OSWORLD 2.0 also extends to
social platforms (Slack, LinkedIn), creative software (Shotcut, REAPER, MuseScore), office collaboration
tools (WPS, GitLab, Overleaf), scientific and academic tools (LabPlot, Zotero, AWS), and professional
services (insurance claim, visa application, and conference management portals). These applications and
services serve as workflow surfaces rather than isolated UI demos: agents must coordinate across the
software boundaries, file formats, and handoffs real users encounter. The full website list and deployment
details appear in §C.1 and Appendix C.2; desktop coverage is summarized in Appendices C.3 and C.4.

Initial environment states. Each task begins from a task-specific workspace rather than a blank desktop.
The setup can include local files, open documents or browser tabs, self-hosted website states, account
records, prior messages, downloaded artifacts, and reference material. Annotators keep these mate-
rials aligned around a coherent user profile and workflow state, so identifiers, dates, amounts, prior
submissions, and message histories agree across sources. Artifacts are collected from or adapted from
realistic materials where possible; synthetic records are used only when needed for privacy, release, or
controllability, and are made consistent with the task constraints and scoreable final state.

Simulated user. Some realistic tasks contain missing evidence, ambiguous constraints, or conflicting
records that cannot be resolved from the environment alone. For these cases, the task setup includes a
simulated user with bounded task-specific knowledge. When an agent asks for clarification through the
user channel, the simulator returns an answer grounded only in that configured knowledge, allowing
tasks to evaluate whether agents know when to pause, ask, and incorporate the response without
relying on an interactive human evaluator. We validate this simulated user component separately in
Appendix E.1.

Dynamic environment. Controlled services also let a task change while the agent is working. OS-
WORLD 2.0 can inject task-relevant emails or TeamChat messages during execution, testing whether
agents continue monitoring relevant channels, notice new constraints, and revise earlier decisions instead
of treating the first observed state as final. This differs from streaming interaction: dynamic environment
tasks change the semantic task state, whereas streaming interaction changes the visual state between
observation and action. Figure 1 and Appendix H.2.2 illustrate these dynamically updated workflows.

2.1.3 Evaluation Protocol

Fine-grained partial reward. OSWORLD 1.0 uses binary pass/fail scoring, which works for short
tasks but is too coarse for the long-horizon workflows in OSWORLD 2.0. It assigns the same score to



an agent that makes no meaningful progress and one that completes most subtasks but misses a final
verification step. We therefore use fine-grained partial rewards with task-specific checkpoints, averaging
27.25 checkpoints per task. To support different valid solution paths, we score the final environment state
against all checkpoints rather than a fixed checkpoint order.

Functional and model-based evaluation. We prioritize functional evaluation whenever possible, using
checks over concrete environment states and output artifacts. But some tasks require more open-
ended judgments, such as whether an edited image meets visual requirements or whether an email is
contextually appropriate. For these cases, we use model-based evaluation as a limited complement, with
objective binary checklists instead of open-ended grading. Each judge prompt is validated on labeled
correct and confusable incorrect states across supported judge models, and is accepted only when it is
consistently accurate.

Overall, model-based evaluation contributes 11.53% of the total score, and no task relies on it for more
than 50%. Detailed statistics are reported in Appendix E.1.

2.1.4 Annotation and Quality Assurance

Once a candidate becomes an executable task specification, it enters the three-stage quality-assurance
stack shown on the right of Figure 2. A coding agent first generates an initial battery of unit tests
that implement the scoring rubric and exercise the expected solution paths. Two independent human
annotators then complete the task end-to-end and cross-check whether the instruction is solvable from
the provided environment, whether the rubric captures the intended outcome, and whether the scoring
checkpoints cover the main workflow with balanced weights. Finally, the task is exercised by multiple
frontier agents whose rollout trajectories surface remaining gaps in the rubric and reveal solution patterns
that the original annotator may not have anticipated. Disagreements at any stage trigger task or rubric
revision, and tasks that remain infeasible or ambiguous are removed.

Together, these stages check both task validity and evaluation reliability. For task validity, we verify
that each task is solvable from the instruction and environment as written, and that the partial-reward
checkpoints correspond to meaningful progress rather than shallow intermediate states. For evaluation
reliability, we audit two opposite scoring risks. First, reward-hacking audits look for ways an agent
could earn credit without satisfying the user’s request, such as by exploiting files, APIs, browser storage,
or project metadata. These loopholes are surfaced through manual review, adversarial tests generated
by coding agents, and rollout inspection. For example, if a task asks for the shortest walking route
but the evaluator only checks waypoints, an agent could earn credit for a driving route. Second, false-
negative audits check whether correct or acceptable solutions are under-scored, for example because
rigid state checks or model judges penalize harmless formatting differences. When the valid output space
is bounded, we mitigate these cases with fuzzy functional checks or constrained model-based evaluation;
otherwise, we tighten the instruction or remove the task.
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2.2 Task Overview

OSWORLD 2.0 comprises 108 tasks across 31 self-hosted websites and a broad range of desktop appli-
cations. These tasks are designed to measure complete computer-use workflows rather than isolated
interface operations. They require agents to work over long horizons, move across applications and
services, recover task-relevant state from realistic artifacts, and keep that state consistent until the final sub-
mission or deliverable. The benchmark also targets challenge phenomena that commonly appear in real
workflows but are weakly covered by prior benchmarks, including cross-source reasoning, implicit-state
inference, dynamic environments, streaming interaction, proactive user interaction, tutorial following,
and multimodal or visual-spatial work. As a result, the task set is broad not only in domain coverage, but
also in the types of reasoning, perception, interaction, and verification that agents must perform.

2.2.1 Task Statistics

Task horizon. OSWORLD 2.0 targets sustained workflows rather than short, isolated desktop operations.
As shown in Figure 3, the median human operation time is approximately 1.6 hours, about 48 x longer
than the roughly two-minute median in OSWORLD 1.0; 69.6% of tasks are estimated to take a skilled
human user more than one hour. Agent trajectories show the same scale shift: OSWORLD 1.0 averages
roughly 30 steps, while OSWORLD 2.0 requires more than 250 steps per task under our strongest
evaluation setting.

The horizon is also cross-application. With rollout usage included, each OSWORLD 2.0 task involves 2.44
apps or services on average, compared with 1.35 in OSWORLD 1.0. Table 1 reports both required apps
and rollout-observed apps. We count each self-hosted website as an independent service, since these sites
replace real platforms such as email, banking, team chat, and application portals; incidental open-web
browsing is grouped under Chrome.

By instruction and setup alone, 64.8% of tasks re- Table 1: Percentage of tasks by number of apps and
quire two or more apps or services; with rollout Services.

usage included, the share rises to 75.9%. Single-
app tasks are still substantial: they require deep Number of apps and services per task
use of specialized creative, engineering, and sci- 1 5 3 4 5 6t
entific tools, or focused operation of a single web

service. Appendix CA4 reports the full app and Rquired.apps only 352% 28.7% 23.1% 9.3% 2.8% 0.9%
. . Possibly involved apps 26.9% 25.9% 31.5% 9.3% 4.6% 1.9%
website ranking.

Professional-domain distribution. Figure 4 shows the distribution of tasks across seven professional
domains and their 21 subcategories. Research & Education and Creative Production together account for
over 40% of the benchmark. Engineering & Computing adds specialist technical workflows. The remaining
domains cover personal services, business and finance, and administrative or compliance work. The 21
subcategories keep the benchmark broad within each domain and reduce the chance that success comes
from a narrow domain shortcut.

Category Value

I DPocument prep $391.3B

Software & databases $292.4B

° Finance/ops analysis $268.3B

3 Admin support $208.7B
[ sales/customer support $125.6B
H $1.64T - Graphic/presentation $84.1B
WGDP proxy I Film/audio/media $65.4B
Health records $55.6B

Engineering/CAD $51.7B

Education/libraries $51.1B

Research writing $21.5B

- Actuarial/quant analysis $17.2B

Legal/compliance $9.7B

M Inner Ring: GDP Proxy Share W Outer Ring: Task Count

Figure 5: Economic coverage of OSWORLD 2.0 tasks. Left chart illustrates the economic representation
by occupation-family category. The right table details each category’s absolute monetary contribution to
the total GDP proxy.

Economic value. Figure 5 summarizes a task-to-economic-value mapping based on occupation families
and SOC major groups. We use a wage-bill-based GDP proxy to estimate the economic coverage of the



task set. The largest mapped shares are document preparation (23.8%), software and databases (17.8%),
and nance and operations analysis (16.3%). The remaining tasks cover a long tail of other professional
activities. Appendix G.1 gives the mapping rules and con dence-label procedure.

2.2.2 Challenge Phenomena

OSWOoRLD 2.0tasks are annotated with non-exclusive tags for challenge phenomeni@curring bottlenecks

that appear across realistic computer-use work ows. The ten phenomena cover all 108 tasks; a task

may carry multiple tags, so percentages in Table 2 sum to more than 100%. We use these tags for the
exposure-attribution analysis in Section 3.2, and provide full de nitions in Appendix C.5.

For instance, the reimbursement work ow in Figure 1, expanded in Appendix H.1.1, illustrates four

of the phenomena in one task. The task starts with an ExpenseFlow reimbursement guideline already
open; the agent must read the policy sections for account codes and upload requirements before lling
the legacy portal, which tests Tutorial Following The evidence is then split across GMail receipts and
e-tickets, ChaseBank travel charges, and a previous ExpenseFlow report containing personal identi ers.
Matching these sources to the nal claim tests Cross-source Reasoninbhe work ow is also dynamic: a
new email can arrive while the agent is already working, forcing it to revise the reimbursement plan
and re-check earlier decisions. This capturesDynamic Environment Finally, if the supporting evidence is
incomplete or inconsistent, the agent should ask the user before submitting the claim, which captures
Proactive Interaction

The other phenomena cover complementary bottlenecks. Stream- Table 2: Challenge phenomena in OS-
ing Interaction captures continuously changing Ul state, as in WORLD 2.0.

the moving-popup booking task (Appendix H.2.1). Multimodal
Editing covers substantive image, video, audio, or 3D editing _
(Appendix H.2.4). Visual-spatial Precisiomppears in geometry- ~ Cross-source Reasoning 46 (42-§%)
and layout-sensitive work, such as FreeCAD reconstruction (Ap-  Visual-spatial Precision 45 (41'70/0)
pendix H.1.2). Implicit-state Inferenceovers hidden or unstated Implicit-state Inference 43 (39.8%)

- . . - Multi-item State Tracking 43 (39.8%)
task state, such as recovering employee information from a prior =4 ict Disambiguation 39 (36.1%)

Phenomenon # Tasks

report in the reimbursement task. Multi-item State Trackingand  \yitimodal Editing 30 (27.8%)
Con ict Disambiguationcover large structured item sets and stale  Tutorial Following 22 (20.4%)
or contradictory updates, as in the purchase-order work ow and Dynamic Environment 10 (9.3%)
exposure examples (Appendices H.2.2 and G.3). Streaming Interaction 6 (5.6%)
Proactive Interaction 6 (5.6%)

2.2.3 Comparison with Other Computer-Use Benchmarks

The closest recent points of comparison for OSWoRLD 2.0 are MyPCBench [24] and Agents' Last
Exam [66]. Earlier benchmarks such asOSWoRLD 1.0[79 and WebArena [ 97] provide real interactive
environments, but their tasks are mostly short and narrow. OSWORLD 2.0 shifts the unit of evaluation to
complete long-horizon work ows. Agents must carry information across applications, realistic artifacts,
prior records, and changing environment state until the nal deliverable is complete.

MyPCBench centers evaluation on a coherent personalized desktop state, whereasOSWORLD 2.0 places
greater stress on much longer work ow execution. In MyPCBench, Claude Sonnet 4.6 averages 45.8
steps per task, while in OSWoRLD 2.0the stronger Claude Opus 4.7 still averages 318.4 steps per task.
This gap shows that the longer horizon in OSWORLD 2.0is not due to weaker agents spending more
steps, but to work ows that require substantially more sustained execution. In OSWORLD 2.0, dif culty
comes from end-to-end professional work ows that combine long execution horizons, cross-application
dependencies, specialized desktop software, realistic input artifacts, and dense nal-state evaluation.
This design makes the benchmark harder to solve by short lookup, single-application action, or shallow
personal-state retrieval alone.

Agents' Last Exam is another close comparison, targeting professional and economically valuable work.
ALE treats GUI interaction as part of a broader generalist-agent toolset, alongside shell commands, le
operations, code execution, web access, and API calls, and only 34% of public task instances designate
graphical software as the primary tool. By contrast, OSWORLD 2.0 makes GUI-based operation itself
the central object of evaluation. Beyond this difference in tool focus, OSWORLD 2.0also exposes agents
to a wider set of challenge phenomena that they must handle during execution. Agents must preserve
state across desktop applications, web services, les, messages, and prior records over hundreds of steps,
while handling streaming interaction, dynamic environments, proactive interaction, tutorial following,
multimodal editing, visual-spatial precision, and multi-application state tracking. This makes OSWORLD
2.0 a harder and more diagnostic benchmark for agents that must operate real computers over long,
stateful work ows.



3 Experiments

3.1 Setup

Models. We evaluate seven computer-use model families: Claude Opus 4.8, Claude Opus 4.7, Claude
Sonnet 4.6 [4], GPT-5.5, Qwen 3.7-Plus, MiniMax M3, and Kimi 2.6.

Agent con guration.  All models use screenshot observations, and the step budget is 500. Claude
models act through the native claude_computer_usetool, while the remaining models emit pyautogui
code actions. Generation is capped at 16K output tokens, or 8K for MiniMax M3. A 3 s pause is inserted
after each action. We test two tool-use settings: batchedbatch; multiple tool calls per step) and single(std;
one call per step). GPT-5.5 always batches its tool calls, whereas Claude models batch only when the
batch tool is explicitly enabled, so batched results cover GPT-5.5, Opus 4.8, and Opus 4.7.

We vary reasoning effort separately. Table 3 runs each model at its highest thinking level ( maxfor the
Claude models and xhigh for GPT-5.5), with Kimi 2.6 and MiniMax M3 simply thinking-on and Qwen
3.7-Plus thinking-off, whereas the right panel of Figure 1 sweeps several thinking levels per model, one
tested setting per point: low, mediumhigh, and xhigh for GPT-5.5, and those four plus maxfor the Claude
Opus models, with Sonnet 4.6 evaluated at mediunand max

Infrastructure and evaluation.  Runs execute headlessly on AWS CPU instances irus-east-1 , defaulting
to t3.2xlarge and using larger types when needed. Multiple environments run in parallel. All web
traf c is routed through a residential proxy. Model-based evaluation and the human-in-the-loop user
simulator both use Claude Sonnet 4.6 (Appendix E.1). All runs use release v2026.06.24.

3.2 Main Results

Table 3: Main 500-step results, grouped by tool-use condition. Cost, tool calls, output tokens, and turns
are per-task averages over the 108 tasks. Dashes mark unavailable statisticshbold marks the best value.

Model Binary (%) Partial (%) Cost/task Tool calls/task Out tok/task Steps/task
Batched Claude Opus 4.8 20.6 54.8 $72.4 481.8 224K 103
actions Claude Opus 4.7 18.2 48.91 $33.6 597.1 150K 160.7
GPT-5.5 13.0 49.5 $25.5 149.8 37.1K 95.2
Claude Opus 4.8 18.5 49.3 $76.1 190.5 259.5K 190.5
) Claude Opus 4.7 13.9 49.1 $35.8 318.4 150.5K 318.4
Single  Claude Sonnet 4.6 8.3 415 $22.3 253.3 185.9K 253.3
action MiniMax M3 4.6 22.3 $2.4 326.7 70.8K 326.7
Kimi 2.6 4.6 22.1 $6.6 179.3 63.0K 179.3
Qwen 3.7-Plus 2.8 215 $3.8 173.5 28.9K 173.5
Frontier agents are still far from solving long-horizon professional computer use. Table 3 and the

right panel of Figure 1 together show how far current agents remain from solving OSWORLD 2.0. The
best 500-step con guration in Table 3, Claude Opus 4.8 with max thinking and the batched tool, reaches
only 20.6% binary completion and 54.8% partial score, while GPT-5.5 reaches 13.0% and Claude Opus 4.7
reaches 18.2%. Plotting these runs against output tokens in the right panel of Figure 1 makes the gap
concrete, since the same frontier agents are saturated at 79—83% binary accuracy on OSWorld 1.0 but
sit an order of magnitude lower on OSWOoRLD 2.0. Current agents therefore make substantial partial
progress, but under strict completion criteria they leave most professional work ows unsolved.

Claude Opus 4.8 reaches higher accuracy while GPT-5.5 is more token-ef cient. Read as a cost-
controlled comparison [ 29], the OSWoRLD 2.0 portion of the right panel of Figure 1 splits capability
from ef ciency across the two model families. GPT-5.5 is the most token-ef cient agent by a wide margin,
reaching 14% binary reward atonly 37K output tokens per task while every Claude curve is still in its
lower-left region. But GPT-5.5 plateaus there, with its 150-, 300-, and 500-step points all converging near

14%, so the higher scores belong only to Claude. Claude Opus 4.7 reaches 18.2% at around 150K tokens,
while Claude Opus 4.8 reaches the best result on the benchmark, 20.5%, at around 225K. This matches
the broader nding that the highest-scoring agent is rarely the most ef cientone [ 30], so a small token
budget favors GPT-5.5 while maximizing task completion regardless of cost calls for Claude Opus.

Each additional point of accuracy costs disproportionately more tokens. The frontier also steepens
sharply toward the top, so the token cost of one more point of binary reward rises by roughly an order of



Figure 6: Two complementary views of the cost—performance frontier on OSWORLD 2.0, each obtained
from the binary-reward-versus-output-token panel of Figure 1 by swapping a single axis. Left: binary
completion against average turns per task, swapping the cost axis from tokens to turns. Right: partial
reward against average output tokens per task, swapping the performance axis from strict completion to
partial credit. Each connected series sweeps one agent's thinking or step-budget settings.

magnitude as agents approach the ceiling. Reaching the rst  14% costs only 37K tokens with GPT-5.5,
which is a few thousand tokens per point, while pushing to 18.2% then takes 150K tokens with Claude
Opus 4.7 and reaching 20.5% takes 225K with Claude Opus 4.8, or roughly 25 to 30K extra tokens for
each additional point. The two Opus models show the same effect within one family, since Opus 4.8
spends about half again as many tokens as Opus 4.7 (around 225K versus 150K) for only about two more
points. The remaining gap to full completion is therefore gated by a steeply rising token cost rather than

a xed one, so closing it will demand disproportionately more inference rather than marginally more.

More turns do not buy completion; the turn-space frontier is set by batching, not by taking more steps.

The left panel of Figure 6 swaps the output-token axis of Figure 1 for average turns per task, the number
of times an agent observes and acts against the environment. Turns are the cost that matters for interactive
deployment, since each one adds latency and gives the interface another chance to shift underneath the
agent. The ranking inverts. Claude Opus 4.8 is the most token-expensive agent on the benchmark yet
one of the cheapest in turns, reaching its benchmark-best 20.6% in only 103 turns because batched calls
let it act several times per turn. Claude Opus 4.7 needs 190 turns for 18.2%, while the single-action
Sonnet 4.6 and MiniMax M3 sit far to the right at 250 to 325 turns for under 10%. Cutting the number of
environment turns an agent needs therefore matters as much as cutting its token bill.

Extra inference buys partial credit, not completion, and the hard “last mile” is the strict completion
threshold. The right panel keeps the token axis but swaps binary completion for partial reward, and
the frontier attens. Every strong agent jumps into a tight band between 41% and 54%, far above the 8 to
20% spread in binary completion. GPT-5.5 reaches 49.5% atonly 37K tokens, essentially tying Claude
Opus 4.7, which needs 150K tokens for 48.9%, and coming within ve points of Opus 4.8's best of 54.2%
at 225K. The same six-fold increase in tokens adds only 5 partial points here, yet still separates 13%
from 20% in the binary view of Figure 1. Scaling inference thus mostly converts into partial progress that
all strong agents reach cheaply, and Claude Opus's real edge over GPT-5.5 is converting that progress
into nished tasks rather than making more of it.

Binary completion rate collapses as the task hori-
zon grows. Figure 7 quanti es the central chal-
lenge of OSWORLD 2.0, since agent performance
falls sharply as task length increases. Among
the models shown, GPT-5.5 and Claude Opus 4.7
achieve 20-24% binary completion accuracy on
shorter tasks (under 45 minutes), but these success
rates decline rapidly as work ows extend, and by
the 137-163 minute bin no model exceeds 10% ac-
curacy. On the most extreme tasks (exceeding 163
minutes), binary completion falls to zero for every
model retained in the plot (see Appendix G.2 for
the time-binning methodology and raw accuracy
table). Despite small uctuations, the aggregate

trend shows that task horizon remains a hard limit Figure 7: Binary completion accuracy by

human-annotated expected task time.



for current agents. OSWORLD 2.0work ows require sustained cross-application coordination and infor-
mation tracking, so longer horizons compound execution load and state-management errors. Current
architectures can execute isolated short-horizon subtasks, but they do not yet handle the structural depth
required for end-to-end professional work ows.

Table 4: Exposure attribution labels for whether a challenge phenomenon was responsible for a trajectory's
outcome.

Label Criterion

Handled Agent reaches the challenge and handles it, including task-consistent workarounds.
Blocked Agent reaches the challenge and fails because of it.

Untested Agent never reaches the challenge, fails for an unrelated reason, or shortcuts past it.

Failures cluster on hidden-state phenomena, while the two frontier models have opposite capability
proles. We analyze the ten challenge phenomena de ned in Section 2.2.2. Because tags are non-
exclusive, the same task can contribute to multiple phenomena, and a raw phenomenon score alone does
not establish that the corresponding phenomenon caused an agent's failure. For example, a trajectory may
fail before reaching the tutorial-dependent step, or it may obtain apparent credit by directly manipulating
hidden states rather than solving the intended interaction problem. We therefore use trajectory-level
exposure attribution as the main diagnostic view, labeling each trajectory as Handled, Blocked, or
Untested (Table 4), and report raw phenomenon scores separately in Appendix G.4. For main Figure 8,
we audit three models, Claude Opus 4.7, GPT-5.5, and MiniMax M3.

Figure 8: Exposure attribution across ten challenge phenomena. Bars are normalized within each
model-phenomenon pair. Blockedsegments are placed at the left to emphasize where agents reach the
intended challenge and fail because of it. Handledmeans the agent reaches and handles the phenomenon
mechanism; Untestedincludes trajectories that never diagnose the mechanism. Appendix G.3 gives
representative examples; Appendix G.4 reports the raw model-by-phenomenon scores.

The per-phenomenon results reveal two patterns.

¢ All current agents are weak at recovering and maintaining hidden state. = The lowest-scoring
phenomena are those that demand state the instruction does not provide directly, namely Implicit-
state Inference, Multi-item State Tracking, Con ict Disambiguation, and Dynamic Environment.
Agents cannot reliably recover information that is never stated, track it across many items,
reconcile con icting sources, or keep it current as the task evolves.

* Visual versus interaction capability separates the two frontier models. The per-phenomenon
scores expose opposite capability pro les for the two strongest models (Table 23, partial score).
GPT-5.5 is stronger on the visual and media phenomena, Visual-spatial Precision (51.2 vs. 43.9)
and Multimodal Editing (47.0 vs. 44.0), while Opus 4.7 is stronger where the challenge is inter-
action judgment rather than visual or media output, most clearly Proactive Interaction (52.0 vs.
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43.1, knowing when to pause and ask the user). Dynamic Environment is comparable across the
two (45.1 vs. 46.2).

4 Analysis

4.1 Agent Behavior

Having examined how agents fail, we now characterize the solution styles they adopt and how those
styles turn partial progress into completion.

4.1.1 Solution Strategies

Across the 108 tasks, the behavior-analysis models reached only partial progress in most cases rather
than a complete solution.  Completion rates range from 4.6% to 14.0% and partial-only rates from 50.0%
to 67.6%, with a median score of 0.44 on non-zero runs. Failures therefore arise less from doing nothing
than from losing constraints, relying on incomplete state, or failing to verify the outcome. The annotation
protocol and full behavior tables are reported in Appendix F.

Because these pro les come from one run per model and strategy is confounded with capability, we
treat them as descriptive patterns rather than causal comparisons. Within this scope, the four behavior-
analysis models exhibit distinct solution styles (Figure 9). GPT-5.5 is the most direct programmatic
solver, dedicating 78% of its budget to code, API, or le operations and excelling on tasks with structured
interfaces such as task 065, but weakening when constraints surface only in the visible work ow. Opus
4.7 is the most balanced, splitting its budget evenly between programmatic and GUI actions at roughly
37% each, and preserving interface-bound state more reliably, as in task 021. Sonnet 4.6 is a stronger
hybrid solver whose failures are typically exactness errors rather than complete breakdowns. MiniMax
M3 also mixes the two modes but has the highest churn rate among the four at 24%, leaving 45% of its
runs at zero score.

Committing to one consistent solution style produces fewer outright failures, whereas wavering
between programmatic and GUI styles is itself a failure mode. Models with a committed style,
programmatic in GPT-5.5 or balanced in Opus 4.7, achieve the lowest zero-score rates of 19% and 31%,
whereas the highest-churn system also has the highest zero-score rate, suggesting that an unresolved
choice between styles is itself a failure mode. Task structure further mediates this effect: task 100 succeeds
under either GUI operation or direct state editing because the underlying state is recoverable, while tasks
003 and 010 require exact nal state or format and penalize styles that omit veri cation, corresponding to
the failure modes in Section 4.4.

Figure 9: Task outcome shares (left) and strategy mode shares (right) for each model across the 108
evaluation tasks. Completion rates range from 3% to 14%, with partial progress the dominant outcome
for all models. GPT-5.5 is the most programmatic solver at 78% Code/API/ le, while Opus 4.7 balances
Code/API/ le and GUI equally at 37% each. MiniMax M3 and Qwen 3.7-Plus show the highest churn
rates at 24% and 18%, which coincide with the highest zero-score rates.

4.1.2 Action Patterns

The trajectory-level styles above are produced by lower-level action choices, and we now zoom in on the
action budget that generates them.
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Figure 10: Distribution of action budget across fteen ne-grained activity categories for the ve evaluated
models, grouped into reasoning, perception, action, and correction phases.

Figure 10 summarizes how the systems spend their budget across activity categories, grouped into
reasoning, perception, action, and correction . Further perspectives are deferred to the appendix.

Agents spend most of their budget understanding the task. In xed ve-step windows, the most
common activities are visual grounding (15.5%), tool-semantics reasoning (13.8%), and information
extraction (12.8%), all outranking execution (10.1%) and veri cation (9.8%). At the action level, GUI
clicks (27.4%), terminal commands (24.7%), hotkeys (14.0%), and waiting (13.9%) together account for
80.0% of all actions, so much of the budget is spent on idle or low-leverage steps. Across every model,
the curves in Figure 10 peak in the perception and tool-semantics regions and decline sharply on either
side, matching the perception and domain-semantics failures of Section 4.4.

Every model spends almost none of its budget on detecting and xing its own mistakes. The correc-
tion phase, comprising recovery, repair, repeat-churn, goal drift, and resource-budget pressure, occupies
only a small fraction of the budget for every model. Recovery and repair together stay below 7% across
systems: Opus 4.7 spends under 2% on recovery and roughly 3% on repair, GPT-5.5 and Sonnet 4.6
allocate close to 3% to each, and even MiniMax M3, the highest on this dimension, keeps both below 5%.
Repeat churn and goal drift almost never exceed 2% per category, so agents devote almost no explicit
budget to repairing earlier mistakes even though such mistakes drive the failure modes of Section 4.4.
This gap marks a clear lever for future progress: more visible monitoring and self-repair should yield
outsized gains on long-horizon tasks where current systems most often stall in partial-progress states.

4.2 Agent Safety Analysis

To test whether agents actively protect user safety, we implemented “side-effect” checks (detailed in
Appendix E.2) for a subset of tasks in OSWORLD 2.0. These checks reveal that while highly capable
models like GPT-5.5 and Claude Opus 4.7 can make meaningful progress on realistic, long-horizon tasks,
they often lack active concern for user safety, resulting in harmful side effects during execution. For
instance, an agent might successfully push a repository to GitLab but unknowingly leak a hard-coded
API key located in a project's .env le, as shown in Appendix H.4.1. In another example regarding
resource management, an agent notices the system has only about 398MB of disk space remaining, yet it
still chooses to download 372MB of audio les for a mixing task. This completely exhausts the storage to
zero, risking a system crash just to push the task forward. These ndings indicate that current agents
prioritize visible task completion, failing to proactively monitor their side effects.

Beyond the side-effect checks, our analysis of the trajectory data from GPT-5.5 and Opus 4.7 reveals
another concerning pattern: when agents encounter obstacles or unexpected dif culties during normal
interaction, they tend to use aggressive or out-of-bounds methods to force task completion. As detailed
and quanti ed in Appendix E.2, across the 216 evaluated task trajectories (108 tasks per model), this
primarily manifests as extracting hidden application states (about 14% of tasks) or bypassing user-visible
interfaces (about 33% of tasks). For example, instead of gathering information properly through the
Ul, an agent might use browser APIs to directly extract internal application states, as illustrated by the
Ul-bypass case in Appendix H.4.2. In another instance, when facing an unexpected prompt, an agent
repeatedly killed the LibreOf ce application and ignored document recovery warnings just to push the
task forward, as shown in Appendix H.4.3. These cases show that agents can trigger safety issues when
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encountering obstacles in complex, long-horizon tasks. Although they can make partial progress, they
do not handle temporary obstacles like a careful human assistant. Instead of pausing or asking the user
for help when stuck, these agents attempt to escalate their privileges and do whatever it takes to nish
the task. These bypass behaviors can pose unintended risks to user privacy, information security, and
ongoing work ows.

Ultimately, our analysis shows that realistic, long-horizon tasks expose hidden safety risks that rarely
appear in simple settings. Developing a trustworthy computer-use agent that can effectively solve
real-world tasks without disrupting user work ows remains a critical open challenge for future research.

4.3 Human vs. Model Dif culty Gap

Empirical agent dif culty broadly tracks human-predicted dif culty, except on tasks humans nd easy,
where perceptual and interactive demands keep most work ows hard for agents. Each OSWORLD 2.0
task is annotated with an estimated completion time for a skilled human user, recorded by the two
annotators who timed it (Section 2.2). We use this time as a proxy for human dif culty, grouped into
three levels: Easy(below 30 minutes), Medium (30 minutes to 2 hours), and Hard (above 2 hours). Agent
dif culty is de ned analogously from each task's mean partial score across the ve evaluated models,
with thresholds Easy(> 0.7), Medium (0.3to 0.7), and Hard (< 0.3); these thresholds are illustrative rather
than prescriptive. Figure 11 reports the row-normalized joint distribution of human and agent dif culty
(left) and of human dif culty against the mean number of steps consumed by the agents (right).

Figure 11: Human-predicted dif culty against empirical agent dif culty (left) and mean step usage
(right), with rows normalized to 100%.

The left panel shows that empirical agent dif culty broadly tracks human-predicted dif culty: 76.3% of
human-hard tasks are also hard for agents, and the share of agent-hard outcomes decreases monotonically
as human dif culty drops, from 76.3% (Hard) to 57.4% (Medium) and 44.4% (Easy). The one deviation
appears on the human-easy side, where only 11.1% of tasks are also easy for agents while 44.4% remain
hard and another 44.4% are medium. This deviation is concentrated in the challenge phenomena of
Section 2.2.2: a human effortlessly closes a moving pop-up in a Streaming Interaction task or visually
veri es the output of a Multimodal Editing task, whereas an agent acting from sparse screenshots can do
neither reliably. For agents, dif culty therefore re ects what atask demandss well as how long it takes,
with short, routine work ows remaining hard whenever they require tight perception-action timing or
multimodal veri cation, the same demands that drive the failure modes in Section 4.4.

This pattern does not align with the time-horizon ndings of Kwa et al.  [34], where agent success on
software engineering tasks scales primarily with human completion time. On OSWORLD 2.0, the mean
step budget consumed by agents does scale with human-estimated duration: the 0-150 step bin shrinks
from 20.8% on human-easy tasks to 0% on human-hard tasks, while the 301-450 step bin grows from
18.9% to 42.9%. Effort therefore scales with human time as one might predict from such a horizon-based
view, but outcome does not fully follow, since perceptual and interactive demands also shape the success-
rate gap. This suggests that time-horizon trends established on software tasks transfer only partially to
general computer-use settings, where progress will require advances along axes orthogonal to horizon
length.
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4.4 Qualitative Failure Mode Analysis

Section 3.2 identi es whereagents score low; this section examineshowthey fail. We inspected trajectories
from all evaluated models, focusing on information ow and execution patterns. Rather than lacking
the basic ability to perform GUI actions or write code, agents mainly fail in long-horizon tasks along
ve recurring dimensions: information grounding and tracking, perception—action timing, domain
knowledge and work ow learning, veri cation and re ection, and long-horizon state drift.

Agents miss information from the instruction, the environment, or the user channel. The failure is
usually not that the needed information is entirely absent. Agents may lose explicit instruction constraints,
such as required le formats or naming rules, overlook information revealed during execution, or proceed
under missing evidence when they should ask the user. In the purchase-order task (Task 035; Figure 12,
top row; Appendix H.2.2), a new TeamChat message overrides an earlier rule while the agent is reading
another request, and a later correction changes the budget and vendor constraints again. The failure is
not a missing click; it is stale grounding. The agent treats communication as background noise instead of
updating the task state. When required information is absent, agents show the same weakness in another
form: in the DS-2019 task (Task 024; Appendix H.2.3), weaker trajectories submit incomplete applications
instead of using ASK_USHE®&request missing nancial evidence.

Agents fail on time-sensitive tasks when long observation-to-action gaps make their actions target stale
interface states. In streaming interfaces, the agent can correctly reason about the observed screenshot,
but the screen changes before the action is executed. In the TravelHub booking task (Task 052; Figure 12,
middle row; Appendix H.2.1), a promotional pop-up moves continuously while the agent is deciding
what to do. The close button is visible in the screenshot, but by the time the click is issued the pop-up
has shifted to a new location. The resulting action is stale: it targets the old coordinate rather than the
current Ul state. This is not a semantic misunderstanding of the page; it is a timing failure in the discrete
observe—think—act loop used by screenshot-based agents.

Agents struggle with interpreting and generating domain-speci c artifacts. The agent must under-
stand the artifact's domain semantics, choose a useful representation, and follow a work ow that can
produce a valid output. In the FreeCAD reconstruction task (Task 103; Figure 12, bottom row; Ap-
pendix H.1.2), agents read dimensions from an engineering drawing and generate a plausible support
bracket, but do not keep a stable mapping from features to dimensions, primitives, and geometric
checks. The nal model looks reasonable but fails on exact geometry. A similar pattern appears in video
editing (Task 055; Appendix H.3.1), where agents infer an edit from static keyframes and simple ffmpeg
operations, but lose the timeline structure and transition timing that de ne the target artifact.

Agents often fail to verify task-critical properties and correct errors they have already noticed before
submission. Completing a visible action is not the same as checking whether the result satis es the task.
Agents may observe an output or even notice a problem, but that observation does not reliably change the
plan. In the reimbursement task (Task 008; Figure 1; Appendix H.1.1), the agent reads the account-code
rules, cross-checks bank charges, and submits the report. However, submission is not veri cation: the
nal state can still contain wrong elds, missing details, or incomplete supporting documents. Task 035
shows the same failure in a dynamic setting. Once an early purchase-order decision becomes part of the
working plan, later evidence often fails to trigger a full repair.

Agents forget information gathered early when task state is stored only in compressed reasoning or
chain-of-thought context.  Long tasks require the agent to preserve constraints, evidence, intermediate
decisions, and veri cation targets over hundreds of steps. Current agents often store this state only in
compressed reasoning or chain-of-thought context. As a result, information gathered early can disappear
by the time the nal artifact is produced. For instance, Task 008 loses precise reimbursement details
across applications.

GPT-5.5 and Claude Opus 4.7 fail in different ways. The clearest contrast appears in paired trajectories.
GPT-5.5 often turns a desktop work ow into direct manipulation of a lower-level representation, such

as DOM state, APIls, OOXML, or generated media. This can be ef cient, but it is brittle when success
depends on the application-level artifact. In Task 035 (Figure 12, top row; Appendix H.2.2), it edits the
workbook XML directly and overwrites the protected row instead of appending approved purchases. The
same pattern appears in Task 058 (Appendix G.3), where a WPS Morph task becomes rendered frames,
in Task 055 (Appendix H.3.1), where video similarity substitutes for the MLT timeline, and in Task 103
(Figure 12, bottom row; Appendix H.1.2), where a plausible STEP export still has incorrect geometry.

Claude Opus 4.7 stays closer to the visible interface. Its failures therefore look less like direct-state
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substitution and more like persistent work that does not converge. In Task 035, it preserves the workbook
contract but misses Emily's Salesforce approval. In Task 008 (Figure 1; Appendix H.1.1), it carries much
of the reimbursement evidence through a long GUI work ow, but exact per-diem and attachment details
drift before submission. Task 058 (Appendix G.3) shows the same pattern in WPS, where manual search
and editing end in approximate picture objects rather than the required Morph construction. In Task 055
(Appendix H.3.1) and Task 103 (Figure 12, bottom row; Appendix H.1.2), continued tool-level repair
creates partial timeline or geometry structure, but not the invariants needed for full success.

Figure 12: Representative failure modes in OSWORLD 2.0. Top: Task 035 shows a purchase-order
work ow where new TeamChat updates arrive while the agent is already acting on earlier information.
Middle: Task 052 shows a booking work ow where a moving TravelHub pop-up shifts between screen-
shot observation and action execution, causing the agent to click a stale coordinate. Bottom: Task 103
shows a FreeCAD work ow where the agent reads an engineering drawing and builds a plausible model,
but the geometry remains incorrect.

5 Related Work

Agentic evaluation has evolved from domain-speci ¢ executable benchmarks toward harder, longer, and
more realistic work. SWE-bench [27] made real GitHub issue resolution a software-engineering testbed,
and WebArena [ 97] placed web agents in reproducible everyday websites, while OSWorld [ 79 established
open-ended desktop computer use in real operating-system environments. The deployment of general-
purpose agents such as Claude Cowork [1], OpenAl Codex [ 54], and OpenClaw [ 55] further shifted
evaluation toward delegated work ows across les, applications, tools, and communication channels.
Recent benchmarks then raise dif culty, horizon length, or economic realism: SWE-Bench Pro [ 16] for
enterprise-like software engineering, Terminal-Bench [ 49] for command-line work ows, METR [ 34
for human-time task horizons, ProgramBench [ 87] for whole-program reconstruction, GDPval [ 56] for
professional deliverables, and APEX-Agents [68] for high-value cross-application knowledge work.

Computer-use evaluation has developed in parallel from general desktop control toward more diverse,
stateful, and domain-rich settings. MyPCBench [ 24] focuses on personalized computer state, but its re-
ported trajectories remain much shorter than the multi-hundred-step work ows studied here. Orion[ 4§
targets scienti c computer use and lab automation, while Agents' Last Exam [ 66] grounds long tasks
in veri able professional tasks, but only a small fraction exercise GUI-based computer use, and it lacks
systematic coverage of dynamic environments, proactive user interaction, and other phenomena central
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